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Abstract

Background: Cytosine methylation is widespread in most eukaryotic genomes and is known to play a substantial
role in various regulatory pathways. Unmethylated cytosines may be converted to uracil through the addition of
sodium bisulphite, allowing genome-wide quantification of cytosine methylation via high-throughput sequencing.
The data thus acquired allows the discovery of methylation ‘loci’; contiguous regions of methylation consistently
methylated across biological replicates. The mapping of these loci allows for associations with other genomic factors
to be identified, and for analyses of differential methylation to take place.

Results: The segmentSeq R package is extended to identify methylation loci from high-throughput sequencing
data from multiple experimental conditions. A statistical model is then developed that accounts for biological
replication and variable rates of non-conversion of cytosines in each sample to compute posterior likelihoods of
methylation at each locus within an empirical Bayesian framework. The same model is used as a basis for analysis of
differential methylation between multiple experimental conditions with the baySeq R package. We demonstrate the
capability of this method to analyse complex data sets in an analysis of data derived frommultiple Dicer-like mutants in
Arabidopsis. This reveals several novel behaviours at distinct sets of loci in response to loss of one or more of the Dicer-
like proteins that indicate an antagonistic relationship between the Dicer-like proteins at at least some methylation
loci. Finally, we show in simulation studies that this approach can be significantly more powerful in the detection of
differential methylation than many existing methods in data derived from both mammalian and plant systems.

Conclusions: The methods developed here make it possible to analyse high-throughput sequencing of the
methylome of any given organism under a diverse set of experimental conditions. The methods are able to identify
methylation loci and evaluate the likelihood that a region is truly methylated under any given experimental condition,
allowing for downstream analyses that characterise differences between methylated and non-methylated regions of
the genome. Futhermore, diverse patterns of differential methylation may also be characterised from these data.
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Background
Cytosine methylation, found in most eukaryotes and play-
ing a key role in gene regulation and epigenetic effects
[1–3], can be investigated at a genome wide level through
high-throughput sequencing of bisulphite treated DNA
[4]. Treatment of denatured DNA with sodium bisulphite
deaminates unmethylated cytosines into uracil; sequenc-
ing this treated DNA thus allows, in principle, not only
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the identification of every methylated cytosine but an
assessment of the proportion of cells in which the cyto-
sine is methylated. Moreover, by comparing these quan-
titative methylation data across experimental conditions,
genomic regions displaying differential methylation can
be detected.
The data available for methylation locus finding from

bisulphite treated DNA are generated from a set of
sequencing libraries. Each library consists of a set of
sequenced reads which can be aligned and summarised
[5] to report at each cytosine the number of sequenced
reads in which the cytosine is methylated, and the number
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in which the cytosine is unmethylated [6]. Several meth-
ods have been proposed to detect differential methylation
at the cytosine level, and to identify contiguous differen-
tially methylated cytosines defined as differentially methy-
lated regions (DMRs) [7]. However, these approaches,
in not identifying non-differentially methylated regions
and unmethylated regions, preclude many strategies for
downstream identification of the biological significance of
differential methylation.
We propose here a new method for methylation anal-

ysis based on the notion of methylation ‘loci’; genomic
regions defined by the presence of contiguous cytosines
whose methylation is correlated across experimental con-
ditions (Fig. 1). Cytosines within a given locus may thus
be assumed to share biogenesis and functional proper-
ties [8]. Furthermore, the identification of methylation
‘loci’ and the quantification of methylation within a locus
increases statistical power to detect differential methyla-
tion. We show that by taking a novel approach in which
methylation loci are identified and subsequently anal-
ysed for patterns of differential behaviour, we are able to
achieve high levels of accuracy in identifying differential

methylation. The empirical Bayesian methods employed
also allow analysis of multiple patterns of differential
methylation to be identified within complex data sets,
allowing for detailed downstream analysis of biological
mechanisms. We achieve this by adapting our previously
described methods for defining small RNA (sRNA) loci
from high-throughput sequencing of sRNAs [9], and for a
generalised analysis of high-throughput sequencing data
[10]. These methods allow for an analysis of differential
behaviour in themethylome that accounts both for biolog-
ical variation between replicates and systemic differences
between samples caused by variations in the conversion
rates of bisulphite treatment.
We demonstrate that this approach, in addition to allow-

ing greater flexibility in analysis, offers better performance
than a number of existing methods for the analysis of
cytosine methylation data. We achieve this by simulating
data usingWGBSSuite [11], a recently developed stochas-
tic method for generating simulated single base resolu-
tion DNA methylation data, with simulations based on
parameters derived from both plant and mammalian sys-
tems. We demonstrate high performance under a variety

Fig. 1 Examples of methylation loci in a set of Arabidopsis thalianamutants in the Dicer-like (dcl) proteins, and wild-type samples [12]. Each row
represents a single biological sample; the height of the bars represents the number of sequenced reads in which unmethylated cytosines (black)
and methylated cytosines (red) appear. Values above the horizontal lines represent cytosines on the positive strand while values below the
horizontal lines represent cytosines on the negative strand. The dark red hatched boxes indicate the identified loci. On the left, a methylation locus
is identified that is methylated in all samples except the dcl3 and dcl2/3/4mutants, on the right, a locus that is methylated in all samples
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of simulation conditions, with substantial improvements
over existing methods in the analysis of small changes in
methylation between experimental conditions and for low
numbers of biological replicates.
We further demonstrate these methods in an anal-

ysis of methylation in all contexts in mutants of the
Dicer-like (DCL) proteins in Arabidopsis [12]. In higher
plants, Dicer or Dicer-like proteins form a small gene fam-
ily of sometimes overlapping function in the biogenesis of
small RNAs [13]. In Arabidopsis, four different DCL pro-
teins exist, acting in a partially redundant manner [14].
Predominantly, DCL1 is involved in the production of
21-nt miRNAs. DCL2 and DCL4 act redundantly and per-
haps hierarchically to produce 22 and 21-nt sRNAs. DCL3
produces 24-nt sRNAs, previously identified as the key
component of RNA-directed DNA methylation (RdDM).
Recent work [15–17] has however emphasised the impor-
tance of 21 and 22-nt sRNAs, and hence of the DCL2
and DCL4 proteins, in regulating methylation at at least
some loci. By applying the methods developed here we are
able to identify multiple patterns of differential behaviour
between the Dicer-like mutants and the loci which corre-
spond to these.

Methods
Candidate loci and nulls
We analyse these data by adapting our previous methods
for the identification of small RNA loci [9]. We begin by
defining a set of candidate loci which may plausibly rep-
resent some methylation loci. A candidate locus begins
and ends at some cytosine with a minimal proportion pmin
of methylation in at least one sequencing library. Con-
sidering all such loci is computationally infeasible and so
filters are required to exclude implausible candidates and
reduce the computational effort required. If two cytosines
with a proportion of methylation above pmin are within
someminimal distance dmin they are assumed to lie within
the same locus. We further restrict the set by remov-
ing from consideration any candidate locus containing a
region greater than λmax that contains no cytosine with
a proportion of methylation above pmin. Candidate loci
may be defined with respect to a single strand (by default),
or combine the observed data from both strands. In the
analyses presented here, we use pmin = 0.05, dmin = 2,
λmax = 1000. These parameters have been found by expe-
rience to well characterise the methylation loci under
most circumstances; however, the results identified will in
most cases be robust to relatively large changes to these
parameters.
We define the set of candidate nulls, regions which

may represent a region without significantmethylation, by
considering the gaps between candidate loci. We refer to
the regions separating each candidate locus from its near-
est neighbour (in either direction) as ‘empty’. Candidate

nulls consist of the union of the set of ‘empty’ regions,
the set of candidate loci extended into the empty region
to their left, the set of candidate loci extended into the
empty region to their right, and the set of candidate
loci extended into the empty regions to both the left
and right.

Classification of candidate loci
The data pertaining to the candidates defined above are
the number of methylated and un-methylated cytosines
sequenced and aligning to these regions for each sam-
ple. Biological replication is defined in terms of replicate
groups, non-intersecting sets of biological replicates. Thus
the samples may be thought of as the set {A1, · · · ,Am}
with a replicate structure defined by R = {R1, · · · ,Rn}
where j ∈ Rq if and only if sample Aj is a member of repli-
cate group q. We then identify those candidates which
represent at least part of a true locus of methylation, given
the observed data for each replicate group.
For a replicate group Rq and locus i we consider the

total number of methylated and unmethylated cytosines
uiq = ∑

j∈Rq uij and u′
iq = ∑

j∈Rq u
′
ij respectively. For the

purposes of identifying the methylation loci, we assume
that these data are described by a binomial distribution
with parameter piq which has a beta prior distribution
with parameters (α,β); we use an uninformative Jeffreys
prior of α = β = 1

2 . This assumption implicitly neglects
biological variability between samples, which could be
better modelled by a beta-binomial distribution. However,
the computational cost involved in using a beta-binomial
distribution is considerable. We therefore make this sim-
plifying assumption in order to identify the loci but apply
a model based on the beta-binomial distribution down-
stream to evaluate the likelihood that an identified locus
represents a true methylation locus within a set of biolog-
ical replicates.
The posterior distribution of the parameter piq is then

a beta distribution with parameters
(
α + uiq,β + u′

iq

)
. A

segment is identified as a methylation ‘locus’ if the pos-
terior likelihood that piq > t exceeds some critical value.
Similarly, we can classify candidate nulls as true repre-
sentatives of a null region by identifying those candidates
with a posterior likelihood that piq < t exceeding some
critical value. By default, we use a required likelihood of
90%. The parameter t is intended to provide a thresh-
old distinguishing regions of ‘true’ or biologically rele-
vant methylation from low level background methylation
attributable to biological or technical noise. The appropri-
ate value for this parameter is contingent on many factors,
including organism, methylation context, heterogeneity of
sample and the assignment of biological meaning; we use
a value of 20% here across all analyses with the caveat
that this may be more or less appropriate to any individual
experiment.
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The above analysis neglects the effect of non-conversion
rates on the observed values for uiq and u′

iq. The data
observed for a given sample may be defined as the num-
ber of methylated (Cij) and unmethylated (Tij) sequenced
cytosines at the ith locus and jth sample. However, if non-
conversion of cytosines occurs, we might expect that the
true number of methylated cytosines is somewhat lower,
and the true number of unmethylated cytosines somewhat
higher than the observed values.
We can find no closed form expression for the posterior

if the effects of non-conversion rates on the distribution
of the data are accounted for. However, we can adjust the
observed data by the expected non-conversion rates by
setting uij = Cij − Qj

1−Qj
Tij and u′

ij = Tij + Qj
1−Qj

Tij, where
Qj is the non-conversion rate for sample j.

Consensus loci
Given a classification on the set of candidate loci and nulls,
we identify a set of consensus loci given the classifications
on sets of overlapping candidates in a similar manner to
that described for sRNA loci [18]. We begin by assum-
ing that a true locus of methylation should not contain
a null region within a replicate group in which the locus
is methylated. Thus, if some candidate locus li is classi-
fied as a locus in a set of replicate groups � , and there
exists some candidate null nj that lies completely within
li and is classified as a null in one or more of the repli-
cate groups in the set � , we discard the locus li. Of the
remaining candidate loci, we then rank those that remain
by the number of replicate groups in which they are clas-
sified as a locus, settling ties by giving higher rank to the
longest candidate loci. The consensus loci are then formed
by choosing all those candidate loci that do not overlap
with a higher ranked candidate, giving a non-overlapping
set of loci on each strand. ‘Null’ loci are defined as the
contiguous regions of the genome containing no identified
locus.

Likelihood of data
We can compute posterior likelihoods of methylation and
differential methylation on the identified loci through
application of the empirical Bayesian methods described
in Hardcastle (2016) [10]. Since the set of identified loci
is considerably smaller than the set of all possible loci, we
are able to incorporate biological variability into our mod-
els at this stage without the computational cost becoming
excessive.
We achieve this by defining a distribution on the data

accounting for biological variation between replicates.
Ignoring issues of non-conversion, we would assume that
the data in equivalently methylated samples are beta-
binomially distributed as in a straightforward analysis of
paired data [18].

P(Dij|pq,φ) =
(
Cij + Tij

Cij

)B(α + Cij,β + Tij)

B(α,β)
(1)

Equation 1 defines the density function of the observed
data Dij, given a proportion of methylation pq for each
equivalence class Eq and a dispersion parameter φ cap-
turing the level of variation between biological replicates.
Then α = pq 1−φ

φ
, β = (1 − pq) 1−φ

φ
. Following our pre-

vious work [10], a joint distribution on {pq,φ} may be
empirically estimated by repeatedly sampling individual
loci (without replacement) and estimating for each repli-
cate group q the values {pq,φ} by maximum likelihood
estimation based on the data observed at that locus. The
dispersion parameter φ is assumed to be preserved across
replicate groups and pq is not.
If non-conversion rates are estimable, we can first nor-

malise the observed data as above and proceed assum-
ing a beta-binomial distribution. However, this does
not fully account for the stocasticity of non-conversion
events at each cytosine. A full analysis incorporating non-
conversion events requires that the data within each sam-
ple j are assumed to be the sum of a binomial distribution
with success parameter Qj (the rate of non-conversion)
and a beta-binomial distribution with parameters pq (the
expected proportion of methylated cytosines) and disper-
sion parameter φ. Then the likelihood of the observed data
Dij at a single locus i for a sample j is given by

P(Dij|Qj, p,φ) =
Cij∑

m=0

(
Tij+m
m

)
Qm
j (1 − Qj)

Tij×
(
Cij+Tij
Cij−m

)
B(α+Cij−m,β+Tij+m)

B(α,β)

(2)

where m is the number of unconverted unmethylated
cytosines and the remaining parameters are as in Eq. 1.
As before, we can then estimate an empirical distribution
on the parameters {pq,φ} may be empirically estimated
by repeatedly sampling individual loci (without replace-
ment) and fitting values for a sampled locus by maximum
likelihood methods.

Posterior likelihoods of methylation
Given the empirically estimated joint distributions on the
parameters of our distribution, we can estimate poste-
rior likelihoods of methylation for each replicate group
and locus using the methods described in Hardcastle
(2016) [10]. We derive two empirical distributions on the
parameters, one by sampling regions identified as methy-
lation loci, and one by sampling regions identified as null
regions.
Given these two distributions, we are able to calculate

posterior likelihoods of methylation for each locus and
replicate group by taking the product of the probability
of the observed data at a locus under each distribution
and an empirically determined prior on the likelihood of
an arbitrary region being methylated or not in a given
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replicate group [10]. Regions exhibiting various patterns
of differential methylation can be similarly identified using
the density function defined in Eq. 2 or Eq. 1 (neglecting
non-conversion rates) in the baySeq R package.
Since the definition of differential methylation is

primarily concerned with a shift in ratios between the
number of methylated cytosines and the number of
unmethylated cytosines, it is possible for long regions of
low methylation to exhibit patterns of differential methy-
lation. We thus find improved performance by combining
the likelihood of differential methylation within a locus
with the likelihood of that locus being methylated in
at least one replicate group. The final statistic used to
identify DMRs with this method is thus:

P(M|Dij)

⎛

⎝1 −
∏

q

(
1 − P

(
Lq|DEq

))
⎞

⎠ (3)

where P(M|Dij) is the likelihood of a modelM of differen-
tial methylation given the observed data in each sample at
the ith defined region, andP(Liq|DEq) is the likelihood that
the ith region defines an expressed locus within replicate
group q.

Results
Analysis of the methylome in dclmutants of Arabidopsis
We demonstrate the value of this approach in a reanaly-
sis of the methylome in the Dicer-like mutants from the
Stroud et al. (2013) [12] dataset. We identify in a sin-
gle analysis methylation loci in the dcl2, dcl3, dcl4, dcl2/4
and dcl2/3/4 mutants, together with wild-type samples
and discover complex patterns of differential methyla-
tion that exist between these mutants and the wild-type
samples.
We begin with a standard pipeline for read alignment

and summarisation [5]. Reads were aligned and sum-
marised for each methylation context using the Bismark
caller [19] with default settings. Since cytosine methyla-
tion should be absent in the chloroplast and mitochon-
drial genomes, we can estimate non-conversion rates as
the ratio of sequenced cytosines to thymines in the reads
aligning to these genomes. This was done for each sam-
ple and incorporated into the analysis at the distribu-
tional level.
We separate the data into the three major contexts of

methylation; CpG, CHG, and CHH. For each context of
methylation, we identify a set of loci and estimate poste-
rior likelihoods that any given locus is truly methylated in
each of the experimental conditions. Figure 2 summarises
the input data and expected numbers of loci in each
mutant, based on the posterior likelihoods. The genome-
wide trends in methylation remain relatively constant in
all of the dcl mutants relative to the wild-type samples,

with some minor loss of methylation (relative to wild-
type) at this scale in the CHH context in the dcl2/3/4 and
dcl3 mutants, and some gain of CHH methylation in dcl4
mutant at the centromeric regions. The total number of
methylation loci in each condition may be estimated by
summing the posterior likelihoods of loci (Fig. 2d). Rel-
ative to wild-type, expected numbers of loci do not alter
substantially for dcl2/4 loci in any condition, or for CpG
methylation in dcl2/3/4, while all the single mutants show
lower numbers of methylation in all contexts. The num-
bers of methylation loci discovered in the CHG context
are substantially lower than for other contexts; however,
the loci discovered are generally longer, as shown by the
estimated portion of the genome covered by loci in each
context (Fig. 2e), which shows roughly equivalent cover-
age for CpG and CHG with a minor reduction in CHH
context.
We next consider patterns of differential methylation

at the level of the identified loci. For each region of the
genome, posterior likelihoods of difference are identified,
and adjusted by the likelihood that the region is a methy-
lation locus in at least one condition. From these posterior
likelihoods, we can estimate the expected number of loci
belonging to each model of equivalence and difference
between the conditions as the sum of the posterior like-
lihoods for this model over all loci. We can also select
specific loci by controlling the false discovery rate (FDR)
estimated from the posterior likelihoods. Ten patterns of
differential methylation (Fig. 3) are identified with an esti-
mated number of loci greater than one thousand and a
number of loci with an FDR <0.05 greater than two hun-
dred in at least one methylation context. A fuller list of
potential models and the numbers of loci corresponding
to these is available in Additional file 1: Table S1.
The ten models selected for further consideration can

be roughly partitioned into five classes based on their
definitions and the contexts in which they are most com-
monly found. Model A represents those methylation loci
which show no differential methylation. Unsurprisingly,
these are common in all contexts of methylation, as the
DCL-dependentmethylationmakes up a small proportion
of the total methylation on the Arabidopsis genome. The
next class is of the models B, C, D & E, describing loci that
show some loss of methylation in one or more of the single
dcl mutants, but not in either the double dcl2/4 or triple
dcl2/3/4 mutants. These loci are predominantly found in
the CpG context. Model F is also predominantly found in
CpG context methylation, and describes loci which show
a gain in methylation in all dcl mutants relative to the
wild-type samples. Similarly, Model G represents a gain in
methylation in the majority of the dcl mutants over wild-
type and the dcl2 mutant, and is found with confidence
only in the CHGmethylation context. Models H, I & J rep-
resent the canonical changes in sRNA-linked methylation
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Fig. 2 Genome wide profiles of methylation for the various Dicer-like mutants, and wild-type, in CpG (a) CHG (b) and CHH (c) contexts, adjusted for
non-conversion rates. The estimated number of loci identified in each condition are shown in (d), while the estimated length of the genome
covered by loci are shown in (e)

[20], in which there is loss of methylation in either dcl3
and dcl2/3/4 relative to wild-type, with Model I some-
what exceptional in that it does not represent a loss of
methylation in the dcl3 mutant but only in the dcl2/3/4
triple mutant. These loci are predominantly found in
CHG and CHH contexts, conforming to the expectation
that DCL3 is particularly relevant to the CHG and CHH
methylation pathways.
The level of change in methylation varies considerably

between models and contexts (Fig. 4). For example, the
average loss of methylation specific to the dcl2 mutant
(model B) in the CpG mutant is substantial, whereas that
specific to the dcl4 mutant (model C) is much lower
(though still detectable at large numbers of loci). Gain in
methylation in some or all of the dcl mutants can also be
substantial (model F; all contexts) or marginal (model G).
For CpG context methylation, several of the more signif-
icant changes in methylation occur in loci with a short
average width (Additional file 1: Figure S1), notably those
in models B, E & F, though this does not necessarily negate
their biological significance [21].
Some evidence for the biological relevance of the iden-

tified classes can be acquired by examining the average
methylation profiles for these loci across a range of addi-
tional mutants from the Stroud et al. (2013) [12] dataset
(Additional file 1: Figure S2). In the CpG context, loci
representing models B, C & D, in which methylation
is lost in the dcl2, dcl4 or dcl2/4 mutants also show

a substantial average loss of methylation in the met1
heterozygous mutant, while this effect is much reduced in
the non-differential loci (model A) and those loci show-
ing a loss of methylation in the dcl3 mutant (model E).
This effect appears even stronger in loci showing a gain in
methylation in all dcl mutants over wildtype. Conversely,
loci representing models C & D show a reduced loss of
CpG methylation in the ddm1 mutant, perhaps implying
a partial independence of these loci from the chromatin
remodelling methylation pathway [22].
In the CHG context, it is notable that the loci show-

ing small gains in average methylation observed in all dcl
mutants except dcl2 over wild-type (model G) show a sim-
ilar gain in the ago4 and nrpd1 mutants, supporting the
role of the sRNA pathways in repressing methylation at
these loci. Also of note is the relative independence of
methylation from CMT3 in the loci representing model
J, coupled with an increased dependendence on DRM1/2.
This suggests a refinement of the model for redundant
maintainence of CHG methylation by DRM and CMT3
proposed in Cao et al. (2003) [23] as it indicates that for
some RdDM loci it is DRM that is primarily required,
and that this correlates with specific patterns of differ-
ential behaviour between dcl3 and dcl2/3/4. In the CHH
context, perhaps the most notable feature is the partial
maintainence of methylation in the met1/cmt3 mutant in
the RdDM loci (models H, I & J). Notably, the average
methylation across these loci in the met1/cmt3 mutant is
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Fig. 3 Expected numbers (log-scale) of methylation loci and the number of loci (log-scale) which can be identified controlling FDR <0.05 for each
of ten patterns of differential methylation, in each of CpG, CHG and CHH contexts

greatest in those loci affected only in dcl2/3/4 and not dcl3
(model I), perhaps indicating thatmethylation at these loci
is more strongly regulated at the establishment phase by
21/22-nt sRNAs [20].
Variation is also marked in the genomic localisation

of these models (Additional file 1: Figure S3). Loci

representing models B, C & D, in which methylation is
reduced in either or both of the dcl2 and dcl4mutants, but
neither of the double (dcl2/4) or triple (dcl2/3/4) mutants
are found ubiquitously across the genome in the CpG
context but are heavily centromeric in CHG and CHH
contexts. Conversely, those loci in which methylation is

Fig. 4 Average methylation profiles in the dclmutants across the methylation loci (and the surrounding 4 Kb) identified for each model/context
with an FDR of 5%. Profiles are shown for those model/context combinations in which at least 20 loci at this FDR could be identified



Hardcastle BMC Bioinformatics  (2017) 18:416 Page 8 of 11

reduced only in the dcl3mutant is centromeric in the CpG
context. Gains in methylation in some or all of the dcl
mutants appear evenly distributed across the genome in
the CpG context but are strongly centromeric in the CHG
context.

Simulated data
We next compare the performance of the approach devel-
oped here to several existing methods for detection of dif-
ferential methylation using simulation data generated by
WGBSSuite [11]. This tool simulates differentially methy-
lated regions based on a complex parameter set allowing a
variety of methylation types to be generated.We simulate da-
ta based on an analysis of CpG methylation in Arabidopsis
(see Additional file 1 for parameter details). Using these
basic parameters, we evaluate the performance of each
method, varying coverage, number of replicates, the mag-
nitude of methylation difference between replicates.
We modified the standard WGBSSuite analysis by

including the effects of sample specific non-conversion
rates to the data. Non-conversion rates were estimated
from the wild-type and various dcl-mutants in the Stroud
et al. (2013) [12] dataset, as above. Parameters for a beta
distribution approximating the distribution of observed
rates were estimated by maximum likelihood. These
parameters were then used to simulate non-conversion
rates for each sample in a simulation.
The simulated data are evaluated using BSmooth/bsseq

[24], MethylKit [25], MethylSig [26] and MethPipe [27].
BSmooth, MethylKit, and MethylSig are implemented as
in the WGBSSuite benchmarking, as is a Fisher exact
test. These methods primarily rely on the detection of
differential methylation at the cytosine level, and con-
struct DMRs from the identified differentially methylated
cytosines.MethPipe offers two different implementations,
the first similarly based on scores constructed at each
cytosine supported by a two-state hidden Markov model
used to identify regions of methylation (MethPipe-1),
while the second uses a beta-binomial regression on the
observed data and is recommended for larger sample sets
(MethPipe-2).
Performance of the methods is evaluated primarily

by constructing a ranked list of DMRs based on each
method’s test statistic. As in WGBSSuite’s benchmarking,
true postives are defined as the number of truly dif-
ferentially methylated cytosines within identified DMRs,
while false positives are the non-differentially methylated
cytosines within the identified DMRs. Figure 5 shows
a comparison between the methods for data simulated
using parameters intended to produce data similar to
those observed in CpG methylation in plant systems.
Analyses are carried out using 1, 3, and 10 replicates, and
with changes in the proportion of methylated cytosines
between experimental groups of 0.05, 0.25 and 0.85.

In all simulations, the segmentSeq/baySeq methods
described here perform as well or better than the
other methods considered as assessed by the ROC
(Receiver operating characteristic) curves. The seg-
mentSeq approach failing to account for non-conversion
on average performs well, but shows greater variation and
some loss of performance compared to the segmentSeq-
NC method which incorporates adjustments for non-
conversion. This is particularly true for the experiments
with few replicates; with higher numbers of replicates the
effect of non-conversion will tend to average out across
samples.
For large differences (a proportion shift of 0.85) in

methylation all methods are able to detect differentially
methylated cytosines in three and ten sample cases with
almost perfect accuracy, with the exception of BSmooth
and MethylKit. BSmooth shows reduced performance
compared to other methods in the ten sample case and
MethylKit is unable to make valid calls in any analysis.
This is likely due to the design of MethylKit; it is primarily
intended for the analysis of reduced representation bisul-
phite sequencing (RRBS) and does not appear suitable
for the substantially lower coverage used in these simu-
lations. For smaller shifts in methylation proportion the
increase in performance through the segmentSeq/baySeq
approach is more dramatic; this is to be expected as
the increased data available to analyse methylation loci
rather than individual cytosines gives greater power to
detect small differences in methylation. In the analy-
sis without replicates, the segmentSeq/baySeq approach
shows substantially better performance over MethPipe
and BSmooth for low and moderate differential methy-
lation, with the MethPipe-1 analysis approaching this
performance in the high differential case.

Discussion
A number of methods have previously been developed
to analyse high-throughput sequencing of the methylome
[7]. These are predominantly focused on the identifi-
cation of differential methylation and the discovery of
differentially methylated regions from grouping differen-
tially methylated cytosines. The methods presented here
adopt an alternative strategy in which first methylated
and un-methylated regions are identified, and differen-
tial methylation is subsequently evaluated. Comparisons
on simulated data show that the approach developed here
offers substantially more power to detect small changes
in methylation across a region when compared to existing
methods which operate on a cytosine-by-cytosine scale,
without any loss of power in the detection of large shifts in
methylation. Accounting for non-conversion rates, where
possible, gives a small but consistent improvement in per-
formance, particularly when replication or the level of
change in methylation is low. This is perhaps of particular
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Fig. 5 ROC curves from simulated data based on WGBSSuite analyses of CpG methylation in Arabidopsis. Analyses for 1, 3 and 10 replicates are
shown, and for small (0.05), moderate (0.25) and large (0.85) changes in methylation in the differentially methylated regions. Twenty simulations
were carried out for each choice of replicate number/difference in methylation and curves for each simulation are shown here

importance in analysing plant methylomes, in which wild-
type levels of CHG and CHH context methylation are
expected to be low, and consequently loss of methylation
is marked by only a small shift in the observed data.
We demonstrate our methods on a subset of the Stroud

et al. (2013) [12] dataset describing the Arabidopsis
methylome. A primary strength of the approach presented
here is its ability to analyse complex relationships between
multiple replicate groups. We demonstrate this by the
simultaneous analysis of all the dclmutants, together with
the wild-type samples contained in Stroud et al. (2013)
[12]. Several novel patterns of methylation are identified
through this analysis; most particularly a set of over a

thousand CpG loci which lose methylation in the dcl2
mutant but not the dcl2/4 double mutant; at somewhat
fewer loci we identify similar patterns in CHG and CHH
contexts. Similarly, we identify loci which show a reduc-
tion in methylation in the dcl4 mutant but not the dcl2/4
double mutant, and loci which show a reduction in the
dcl3 but not the dcl2/3/4 triple mutant. The mecha-
nisms associated with these loci are not directly expli-
cable from the data but it seems likely that there is an
antagonistic relationship between the DCL-proteins at at
least some of the loci, as previously noted by Bouche
et al. (2006) [28]. Support for these loci as biologically
meaningful is demonstrated through comparisons with
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additional mutants of the methylome regulation pathways
and through analysis of the genome localisation of the
discovered loci.

Conclusions
The methods described here allow for the identifi-
cation of methylation loci from large sets of exper-
imental conditions, the estimation of likelihoods for
each condition that a region is truly methylated above
background levels, and ultimately the detection of differ-
ential methylated regions. This approach allows down-
stream comparison between differentially methylated
regions, non-differentially methylated regions, and non-
methylated regions. Based on comparisons on simulated
data, these methods also offer a number of signifi-
cant performance advantages over existing methods for
detection of differential methylation, particularly in the
detection of small changes in methylation levels and
in experiments with low numbers of replicates. These
methods also allow for the analysis of complex exper-
imental designs, as demonstrated on a reanalysis of
methylation in a set of dcl mutants. This analysis demon-
strates the potential utility of this method in identify-
ing a variety of methylation loci demonstrating novel
interactions between regulatory mechanisms of methy-
lation. Though tested on methylation data derived from
plant systems, there is no reason these methods should
not be equally applicable to animal and human data
given the conservation of CpG methylation between
eukaryotes [29].
The methods are implemented and released within

the segmentSeq [9] and baySeq [10], available on
Bioconductor (www.bioconductor.org) [30]. In addition
to usability and maintainence advantages, this ensures
compatibility with the analyses of sRNA-seq, mRNA-
seq and other high-throughput data already developed
in these packages. Results acquired by high-throughput
sequencing of methylation can thus be readily integrated
with these other -omic data, allowing the differential
methylome to be incorporated into in systems level
analyses.
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