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Background
SQL or Structured Query Language (relational) database technology has widely been 
used for managing and querying data in different domains including the biomedical 
domain. However, NoSQL, which stands for “Not only SQL”, databases have recently 
emerged as an alternative database technology to address the big data problem, tackling 
challenges involving a large volume, velocity, variety, and veracity of data [1]. Among 
the NoSQL technologies, the Neo4J graph database has increasingly been used as a rela-
tionship-based (or knowledge-based), efficient, flexible and scalable method for query-
ing and integrating data based a graph data model. Neo4J has been compared to SQL 
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databases in terms of speed performance in querying biological data [2]. Biological data 
tends to be highly related, semi-structured and unpredictable, and these characteristics 
make the graph data model more suitable than the relational (SQL) data model. In addi-
tion, graph traversal type queries are amenable to hypothesis generation, as they can 
reveal relationships connecting entities that might not have been anticipated from man-
ual examination of the network.

Using a graph representation, biological network data can be modeled naturally and 
manipulated efficiently. Neo4J has been utilized to represent and query network data at 
the molecular and cellular level. For example, Reactome [3] was converted into a Neo4J 
database [4] that provides a graph representation of biological pathways. Recon2Neo4j 
[5] is another Neo4J database that embodies the human metabolic network. It also 
allows translation between the Neo4J graph format and the SBML/SIF format (eXten-
sible Markup Language or XML format is based on the graph representation). CyNeo4j 
[6] extends Cystoscape [7] by using Neo4J as a more efficient network visualization and 
analysis engine to build a network data visualization tool.

While specific types of network data can help reveal certain aspects of a biological sys-
tem [8], they can be integrated to yield a more comprehensive picture of the biological 
system being studied. As described in [8], hierarchical and non-hierarchical relation-
ships exist between components in the genomic, proteomic and metabolomic network 
layers. Neo4J has been employed to implement a graph-based approach for relating and 
integrating diverse types of data for a variety of systems biology use cases. For exam-
ple, Neo4J was used to integrate gene-disease and protein-drug networks to facilitate 
relationship-based queries to identify drug targets for asthma treatment [9]. ANIMA 
[10] demonstrated how to use Neo4J to create a multiscale association network from 
multiple data types including expression data, clinical data and biological pathways. In 
[8], Neo4J was used as a data warehouse to integrate a large collection of various types of 
genomics data from different sources.

Several projects have shown that Neo4J is an efficient graph database for storing and 
querying large amounts of biological network data (e.g., [2, 11, 12]). In [11], Neo4J is 
used to store over 700,000 Single Nucleotide Polymorphisms (SNPs). This Neo4J system 
takes less than one minute to execute an arbitrary count query on a dataset of 212 GB, 
while the best-known algorithm takes around 7  min. In another example [12], a large 
ontology was converted into a Neo4J graph resulting in a 13% savings on storage space 
and a 30-fold improvement of retrieval efficiency compared with a relational database.

There are a growing number of valuable Neo4J databases in the biological domain, but 
these databases are silo graphs that do not connect to facilitate integrated queries. To 
address this problem, we have built LinkedImm to integrate multiple types of data as a 
systems vaccinology use case. LinkedImm includes a Neo4J database that converts het-
erogeneously formatted datasets into a common graph model along with other Neo4J 
databases to provide an integrated view of the data.

Results
The LinkedImm graph currently has 37,992 nodes and 72,229 relationships. A graph 
(network) of this size benefits from the use of Neo4J as a graph database engine for effi-
ciency of graph data querying and manipulation. Neo4J also comes with a web-based 
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interface for users to write Cypher queries against the graph database. The query output 
can be displayed as a graph or in other formats (e.g., tabular format). Figure 1 shows a 
Cypher query to return the subjects for a specific study whose accession is “SDY404” 
and its output as a graph. The Cypher query language is expressive enough to let users 
pose more sophisticated queries like the following: “find subjects with age greater than 
65 years old and HAI titer values for H3N2 virus strains on day 28 greater than day 0” 
(Fig.  2). Not only does this query requires connecting and filtering multiple types of 
information (e.g., demographic information and HAI titer values measured at differ-
ent time points), but it also makes inference based on the taxonomic hierarchy of virus 
strains. In this case H3N2 is a broader subtype of different virus strains like A/Victo-
ria/3/1975 and A/Perth/16/2009. The system goes beyond virus strain name matching 
only, as it automatically retrieves all the virus strains which fall under the H3N2 subtype.

Although the Cypher query language is expressive, it requires a learning curve which 
can be high for general users, like experimental immunologists, who may not be famil-
iar with any database query language. To remove this barrier, we have developed a 

Fig. 1 A Cypher query (top line) is demonstrated to identify all the subjects (red circles) profiled in a specified 
study (SDY404, orange circle)
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web-based dashboard for users to interact with LinkedImm in a more intuitive way. The 
design of this dashboard is to provide basic subject-level information, including age dis-
tributions (Fig. 3) and antibody titers (Fig. 4) across the different studies. The user can 

Fig. 3 A plot view of subjects’ age distributions for different influenza vaccination studies

Fig. 2 A more expressive Cypher query is used to make use of inference based on the hierarchical 
relationship recognizing virus strains of the H3N2 subtype
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Fig. 4 A box plot of the distributions of antibody titer values for different H1N1 virus strains (A/
Brisbane/59/2007, A/California/7/2009, and A/Solomon Islands/3/2006) measured across different studies

perform data filtering to identify specific studies and/or human subjects. The antibody 
titer interface shows the capability of linking the immune profiling measurements with 
external, prior knowledge on virus strains. The virus strains included in the influenza 
vaccine can change each year, but these strains can be related to each other based on 
their type (e.g., influenza A or B) and subtype (e.g., H1N1 or H3N2). With LinkedImm, 
users can query data on individual virus strains, but also data from different types and 
subtypes of virus strains including the H1N1 strains (Fig. 4).

Our prototype web interface allows the user to pose ad-hoc database queries either 
through a form or through spoken/typed natural language. Figure 3 demonstrates the 
use of a form-based query to visualize the distribution of subject ages in a collection of 
studies. The “Data View” tab displays data in tabular format, which can be downloaded 
as a CSV file by clicking the download link. Figure  5 shows a natural language query 
resulting in a plot of the age distribution of female subjects whose age is older than 65.

As LinkedImm is a graph database, it is natural to view the graph structure and query 
based on the underlying graph structure. To this end, we have implemented a graph 
query visualization interface using popoto.js [13], which is a JavaScript-based method 
for dynamic visualization and queries of graph data. Figure  6 shows an example of a 
graph query including a path for a given study (SDY396), a subject’s HAI measurement 
value of the virus strain “A/Perth/16/2009” which is a subclass of the H3N2 subtype as 
defined in the NCBI TAXON. The left panel shows the graph structure in a hierarchical 
manner.
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Fig. 5 A natural language query example illustrating a plot female subjects over 65 years old

Fig. 6 Query visualization of the LinkedImm graph
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Discussion
LinkedImm is a graph-based framework for building a web-accessible knowledgebase 
that integrates related types of immunological data from multiple resources including 
other unconnected Neo4J databases. This integrated resource can be accessed in multi-
ple ways through the web using Cypher queries, a dashboard interface, and natural lan-
guage query interface.

While data and metadata can be represented directly as a graph, further enrichment 
can be achieved by introducing additional components to the graph based on existing 
concepts and relationships. For example, we have added a graph component to define 
older subjects as subjects whose age is greater than 65 years old. Similarly, we can add 
new gene nodes to classify genes as “up-regulated genes” if their expression values meet 
some criteria post-vaccination that we specify in advance, such as being at least two-fold 
higher compared with the pre-vaccination sample. These enriched components (sub-
graphs) can be generated using Cypher queries so that the resulting enriched graph can 
further be queried in a more straightforward manner.

An intuitive user interface is needed in order to make graph databases widely acces-
sible to scientists and researchers (e.g., experimental immunologists). To this end, we 
have implemented a web-based dashboard, visual graph query interface, and a natural 
language query interface as an intuitive approach to easing data navigation and que-
ries. More advanced data visualization methods can be explored to interrogate and view 
graph/network data.

The current size of LinkedImm does not require extensive computing power. Most 
queries (including the one involving virus strain inferencing shown in Fig. 2) can be exe-
cuted within several seconds. As LinkedImm continues to expand, speed performance 
may become critical. To boost the hardware speed, we can increase the main memory 
size, upgrade CPU speed, and utilize solid state disks. In addition, Neo4J comes with an 
enterprise version that provides causal clustering [14] with fault tolerance, scalability, 
and data consistency.

As more Neo4J databases/knowledgebases are publicly available in various domains, 
the need to integrate these graph databases increases. It would be desirable to cre-
ate a central registry or repository that can help users find these graph databases and 
a common query interface to access multiple graph databases simultaneously. Linking 
the entities in these databases can be a challenge. In the current LinkedImm system, 
we semi-automatically match the names between entities with some manual interven-
tion. However, a more intelligent and automatic approach could semantically map study 
data to ontologies, thus unifying terminologies and standardizing relationships to facili-
tate data integration. Neosemantics [15] is a Neo4J plugin that has been developed to 
map Neo4J databases to RDF/OWL ontologies. This would allow a seamless integration 
between Neo4J and RDF graphs including those in the linked data cloud [16]. While the 
main focus of LinkedImm is data integration, there is a possibility of integrating graph 
databases with analytic services. For example, the Neo4J BI Connector [17] allows direct 
access to Neo4J graph data from analytic tools such as Tableau [18]. We can potentially 
integrate machine learning tools to perform graph data mining (e.g., [19]).
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Conclusions
We have used Neo4J to build LinkedImm, a graph knowledgebase system to facilitate 
systems vaccinology research by integrating diverse types of immunological data from 
multiple sources. LinkedImm is publicly accessible at [20]. We have demonstrated how a 
graph database can be used to link data of different types and make inferences based on 
meaningful relationships. While SQL databases are an industry standard and have been 
used widely, NoSQL databases like Neo4J have gained increasing attention, traction and 
momentum because of their advantages in dealing with diverse, semi-structured data. In 
addition to database technologies, we have shown various ways a user can interact with 
the LinkedImm system, including a web-based dashboard interface, graph query visuali-
zation, and natural language query interface.

Methods
Our methods mainly involve two components: (i) the creation of a graph database by 
converting and integrating diverse types of immunological data in heterogeneous for-
mats from multiple sources into a common graph model, and (ii) the use of web-based 
and voice-based technologies to build an intuitive interface for users to interact, query, 
and visualize the graph database.

Systems vaccinology use case

Systems vaccinology studies make use of high-throughput profiling methods to pro-
vide an integrated, dynamic view of the immune response to vaccination [21]. Systems 
vaccinology studies typically involve collection of blood samples from well character-
ized cohorts at multiple time-points pre- and post-vaccination (Fig.  7). Systems-level 
immune profiling techniques, such as genome-wide transcriptional profiling or B/T 
cell receptor repertoire profiling [21], are carried out on each of the samples in order to 
measure the resulting immune response. These data are then analyzed to identify fea-
tures that are altered as a result of vaccination or are associated with the quality of the 
induced immune response.

Systems vaccinology approaches have been used by many groups to understand the 
human response to influenza vaccination [21]. Influenza, a highly contagious respiratory 

Fig. 7 Generation and collection of profiling data for a time‑series influenza vaccination cohort study 
consisting of young and older subjects who are represented by the different stick figures
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disease caused by influenza viruses, is a global health concern. There are 30,000 to 
40,000 annual deaths caused by influenza in the United States [22]. The primary method 
of preventing influenza in vaccination. However, despite the clear public health success 
of annual influenza vaccinations, a high fraction of individuals, particularly older indi-
viduals, fail to induce a significant antibody response [23, 24].

The NIH/NIAID Human Immunology Project Consortium (HIPC) has carried out 
coordinated several influenza vaccination profiling studies [25]. HIPC has also performed 
a meta-analysis that identified a pre-vaccination transcriptional signature that predicted 
the quality of the response as measured by antibody titers [25]. The data associated 
with these studies are stored in the NIH/NIAID ImmPort repository [26]. ImmPort is 
a MySQL relational database. HIPC data are also made available to the public through 
ImmuneSpace. ImmuneSpace pulls data from ImmPort and provides an interface that 
facilitates user-driven analyses of the data [25]. ImmPort and ImmuneSpace provide a 
wealth of data for secondary analysis that could be used to identify signatures of vaccina-
tion responses, including samples from pre- and post-vaccination time-points.

A search of ImmPort identified over fifty influenza vaccination studies with pre- and 
post-vaccination transcriptional profiling data. These include both HIPC and non-HIPC 
studies. We have initially focused on this set of influenza vaccination studies to construct 
LinkedImm. These studies followed the typical systems vaccinology design (Fig.  7). 
The studies focused on young adult cohorts, although some also included older adults. 
Demographic data (e.g., age, race and sex) are available for most subjects, along with the 
measured antibody titers and transcriptional profiling data. Titers of antibodies for each 
of the influenza strains included in the vaccine are most often measured by hemagglu-
tination-inhibition assay (HAI) at one time-point pre-vaccination (typically day 0) and 
a second time-point post-vaccination (typically day 28). This allows for assessing the 
quality of the vaccination response. Many of these studies also carry out transcriptional 
profiling on PBMCs using gene expression microarrays at several time-points pre- and 
post-vaccination (time point 0 represents pre-vaccination and subsequent time points 
correspond to the post-vaccination period). Each of these experiments yields expression 
level measurements for each of ~ 20,000 genes. Additional types of immune profiling 
data are also available for many of these studies, such as high-dimensional cytometry, 
but these have been excluded from the prototype LinkedImm system. Other studies 
in ImmPort use different experimental technologies, such as virus neutralization assay 
(VNA) and RNA-seq, make similar antibody titer and gene expression measurements, 
respectively.

Figure 8 shows the types of data that are currently integrated into the LinkedImm sys-
tem The construction of LinkedImm begins by converting ImmPort’s HAI and associ-
ated gene expression data into a Neo4J graph database. The conversion steps and the 
resulting graph model are shown in Fig. 9. In our graph model, Study is represented as 
the root node that has Subject as its child node (subjects can belong to a cohort or arm). 
Subjects are linked to biosamples (Biosample) that have experimental samples (Exp-
sample) with which assay results are associated. The current implementation of Linked-
Imm features the Enterprise Edition (version 3.5) of Neo4J running on a Linux server 
with 32 GB RAM, and 500 TB Solid State Disk (SSD). In addition, it uses Apache 2.0 as 
the web server. We programmatically extracted HAI data from ImmPort using its API 
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(application program interface) that allows us to retrieve HAI results from all vaccine 
studies (there are a total of 58 studies with HAI results). The API returns query output 
in CSV format. We wrote a Cypher script to convert the CSV file that contains the HAI 
results into the Neo4J graph format. Unlike the case for HAI data, ImmPort only stores 
metadata about the microarray experiment. The underlying gene expression data are 
stored in the NCBI Gene Expression Omnibus (GEO) repository [27]. Links have been 
established at the experiment sample level between ImmPort and GEO. To obtain the 
gene expression data, we leverage ImmuneSpace [28], which uses the metadata of pub-
lished studies from ImmPort to retrieve the raw data from GEO and then processes these 
data to produce normalized gene expression values. Further analysis (e.g., fold change) 
can be performed on the processed gene expression data obtained from ImmuneSpace. 
In this work, the graph database only stores the decisions for up/down regulation based 
on the fold change data computed from the processed data obtained from ImmuneS-
pace. The result of this process is a graph database that links subjects, biosamples and 
experiment samples, along with gene expression and HAI results (see Fig. 9).

Integrative analysis is a key enabler for systems vaccinology. For example, identifying 
pathways that are activated following vaccination requires combining information on 
gene expression levels with prior knowledge on the set of genes associated with each 
pathway. Many pathway databases (e.g., Reactome [29]) that collect prior knowledge 
have been developed and made publicly available over the web for researchers to use. 
While web-accessible databases can be individually queried and the query results can 
be downloaded in different formats, it is often the user’s responsibility to manually or 
programmatically link them in a meaningful context for integrated data analysis. Such 
data integration efforts can be labor-intensive and hindered by the lack of standard for-
mats and identifiers, as well as the lack of formal data relationships between different 
databases.

To facilitate integrative analyses, we have expanded the LinkedImm graph database 
by linking the HAI and gene expression data from ImmPort with other types of data 
available through different sources (Fig. 8). Specifically, we have done the following: (1) 

Fig. 8 The LinkedImm system features integration of diverse types of data from multiple sources
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define relationships between HAI measurements in different studies by including addi-
tional information on influenza virus strains obtained from the CDC and NCBI, and (2) 
incorporate pathway associations from Reactome to define the relationships between 
genes by [3]. The seasonal influenza virus strain information was produced by WHO and 
made available as a tab-delimited file by the CDC. We read in this file, and automatically 
matched the virus strain names to the names of the virus strains in the Neo4J graph for 
NCBI Taxonomy provided by EBI [30] (Fig. 10). For efficiency, we extracted a subgraph 
of NCBI Taxonomy based on the WHO virus strains, which is stored in LinkedImm. 
Second, we imported a subgraph of the Reactome graph database into LinkedImm. This 
subgraph includes every pathway that contains at least one gene measured in the gene 
expression data from ImmPort. In total, the LinkedImm graph database encompassed 
information on nineteen unique influenza virus strains and over two thousand human 
pathways covering approximately twenty thousand genes.

Fig. 9 The graph model of HAI measurements for a single study (SDY404). Study subjects (red circles) are 
associated with their demographic information, including age cohort (e.g., young, older, etc.). Each subject is 
linked to blood samples that were collected (blue circles). HAI measurements (brown circles) are collected for 
each of the virus strains included in the vaccine given to that subject
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Fig. 10 The graph model for HAI result linked to NCBI TAXON’s virus taxonomy

Web‑Based dashboard and natural language query interface

To allow users to explore LinkedImm without using the Cypher query language, we have 
used the PHP framework to develop intuitive web interfaces. These interfaces provide 
web forms for users to specify the information they want to retrieve and display. The 
user’s specification is passed to the dynamic Cypher generation (DCG) function which 
subsequently queries the LinkedImm knowledge graph and returns the query results in 
different formats (including CSV files and graphical plots). The CSV files are converted 
into graphical plots using R and Ggplot2 library.

LinkedImm also provides the ability to issue queries in a natural language. Through 
our natural language interface, the user can enter a natural-language query in a text 
input field. Specifically, we have used the Google Chrome Web Speech API to imple-
ment this speech-to-text conversion. In this case, by using the Chrome web browser, the 
user can speak through their microphone to pose natural language queries.

We have used Dialogflow [31] (a service owned by Google) as a natural language pro-
cessing (NLP) agent to translate a natural-language query into the corresponding Cypher 
query. We have trained the Dialogflow agent with several possible query combinations 
which users potentially could ask to access the information using the LinkedImm nat-
ural language query interface. The parsed output from the Dialogflow is fed back to 
DCG which then generates the Cypher query to retrieve the data from the Neo4J data-
base. The query resultsare displayed as interactive plots and tables. The NLP agent has 
some ability to remember the current query context. Hence, it could be further trained 
to implement support for follow-up queries. For example, “How about for 2014?” after 
having previously asked the agent to show results from the 2013 influenza vaccination 
season.
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