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Abstract

Background: Mass Spectrometry (MS) is a widely used technique in biology research, and has become key in
proteomics and metabolomics analyses. As a result, the amount of MS data has significantly increased in recent years.
For example, the MS repository MassIVE contains more than 123TB of data. Somehow surprisingly, these data are
stored uncompressed, hence incurring a significant storage cost. Efficient representation of these data is therefore
paramount to lessen the burden of storage and facilitate its dissemination.

Results: We presentMassComp, a lossless compressor optimized for the numerical (m/z)-intensity pairs that account
for most of the MS data. We tested MassComp on several MS data and show that it delivers on average a 46% reduction
on the size of the numerical data, and up to 89%. These results correspond to an average improvement of more than
27% when compared to the general compressor gzip and of 40% when compared to the state-of-the-art numerical
compressor FPC. When tested on entire files retrieved from the MassIVE repository, MassComp achieves on average a
59% size reduction. MassComp is written in C++ and freely available at https://github.com/iochoa/MassComp.

Conclusions: The compression performance of MassComp demonstrates its potential to significantly reduce the
footprint of MS data, and shows the benefits of designing specialized compression algorithms tailored to MS data.
MassComp is an addition to the family of omics compression algorithms designed to lessen the storage burden and
facilitate the exchange and dissemination of omics data.
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Background
High-resolution mass spectrometry (MS) is a powerful
technique used to identify and quantify molecules in
simple and complex mixtures by separating molecular
ions on the basis of their mass and charge [1]. MS has
become invaluable in the field of proteomics, which stud-
ies dynamic protein products and their interactions [2].
Similarly, the field of metabolomics, which aims at the
comprehensive and quantitative analysis of wide arrays
of metabolites in biological samples, is developing thanks
to the advancements in MS technology [3]. These fields
are rapidly growing, as they contribute towards a better
understanding of the dynamic processes involved in dis-
ease, with direct applications in prediction, diagnosis and
prognosis [4–6].
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As a result of this growth, the amount and size of MS
data produced as part of proteomics and metabolomics
studies has increased by several orders of magnitude [7].
To facilitate the exchange and dissemination of these data,
several centralized data repositories have been created
that make the data and results accessible to researchers
and biologists alike. Examples of such repositories include
GPMDB (Global Proteome Machine Database) [8], Pep-
tideAtlas/PASSEL [9, 10], PRIDE [11, 12] and MassIVE
(Mass Spectrometry Interactive Virtual Environment)
[13]. In particular, MassIVE contains more than 2 million
files worth 123TB of storage, and PRIDE contains around
7000 projects and 74,000 assays.
MS data are mainly composed of the mass to charge

ratios (m/z) and corresponding ion counts, and are
referred to as the (m/z)-intensity pairs. These data are
generally stored in the open XML (eXtensible Markup
Language) formats mzXML [14] and mzML [15], after
conversion from the raw vendor formats (which may vary
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across technologies/instruments). These formats facilitate
exchange and vendor neutral analysis of mass spectrome-
try data, but tend to be much larger than the raw data [16],
as they include extensive additional metadata (e.g., type
of instrument employed). In addition, the mzXML and
mzML files contain plain text mixed with binary base64
encoded (m/z)-intensity pairs. In particular, the mzXML
format generally contains data from several thousands of
scans corresponding to a given experiment. Within each
scan, the (m/z)-intensity pairs are stored in the element
“peaks”, and encoded in base64. The pairs can represent
either single or double precision values, and this is spec-
ified in the “peaks precision”. The MS data can be stored
in centroid or profile mode, the later containing generally
more (m/z)-intensity pairs. As such, the number of pairs
available for each scan varies, and it ranges from just a
few to thousands of them. See Fig. 1 for a snapshot of an
mzXML file.
In addition of not being optimized for space saving

due to the inherit characteristics of the XML format, MS
files are submitted and stored in the public repositories
uncompressed, which incurs a significant storage cost.
Note that even though individual files may be small (e.g.,
less than 100MBs in some cases), the combined total size
of all submitted files can reach the order of TBs. Still, lit-
tle effort has been made to compress MS data. This is in

contrast to other omics disciplines, such as genomics, that
have experienced an increasing effort in designing special-
ized compression schemes to lessen the storage burden
[17–19].
A family of numerical compression algorithms called

MS-Numpresswas presented in [16]. These algorithms are
optimized for the compression of the floating point values
corresponding to the (m/z)-intensity pairs that charac-
terize MS data. However, the proposed algorithms are
lossy and exhibit precision loss in the case where the
m/z-intensity pairs represent double-precision values. For
example, the proposed compression algorithm numSlof
for ion count data takes the natural logarithm of values,
multiplies by a scaling factor and then rounds to the near-
est integer. Similarly, the proposed compression algorithm
numLin for (m/z) data multiplies the values by a scal-
ing factor and then rounds to the nearest integer. Further
compression is then achieved by the use of a linear pre-
dictor. Although not specifically designed to compressMS
data, general numerical compressors such as the state-of-
the-art algorithm FPC [20] could be used for this purpose,
given that MS data are mainly composed of numerical
data. In particular, FPC is a fast lossless compressor opti-
mized for linear streams of floating-point data. It uses
predictors in the form of hash tables to predict the next
values in the sequence. The predicted values are then

Fig. 1 Example of the first lines of an mzXML file. After initial general information of the format and instrument, the first scan is presented, in this
case in single-precision (32 bits)
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XORed with the true values, and the resulting number of
leading zero bytes and the residual bytes are written as
the output. However, general numerical compressors are
not tailored to MS data and thus better results (in com-
pression ratio) are to be expected from MS specialized
compressors.
Here we introduce MassComp, a new specialized loss-

less compressor for MS data. MassComp is optimized
for the compression of the mass to charge ratio (m/z)-
intensity pairs that characterize mass spectrometry (MS)
data. However, for ease of use, MassComp works on
mzXML files. Briefly, MassComp extracts the (m/z)-
intensity pairs from the mzXML file, and compresses
them effectively. Due to the different nature of the mass
to charge (m/z) ratios and the ion count (intensity) val-
ues, MassComp uses different compression strategies for
each of them. The remaining data from the mzXML file
is extracted and compressed with the general purpose
compression algorithm gzip. MassComp is then able to
reconstruct the original mzXML file from the compressed
data. gzip has been chosen for being the most common
general compressor available, and because several cur-
rent MS computational tools can directly work with gzip
compressed files (e.g., peptide identification [21]).
We tested MassComp on several mzXML datasets from

the MassIVE repository, and showed that it is able to
reduce the file sizes by almost 60% on average. Compar-
isons with gzip and FPC on the numerical data show the
benefit of designing specialized compressors tailored to
MS data. In particular, MassComp achieves an improve-
ment of up to 51% and 85% in compression ratio when
compared to gzip and FPC, respectively. MS-Numpress
on double-precision MS data can obtain better compres-
sion than MassComp but with the price of not restoring
the data with 100% accuracy, i.e., with the price of lossy
data restoration.

Results
MS files are stored uncompressed (i.e., there is no default
compressor for MS data), and hence we compare the per-
formance of MassComp to that of the general lossless
compressor gzip, the state-of-the-art numerical compres-
sor FPC [20], and the family of numerical compressors
MS-Numpress [16]. gzip was chosen for baseline perfor-
mance over other general lossless compressors as it is used
in practice as the de-facto compressor for other omics
data, such as genomics (e.g., for compression of FASTQ
files [22] in public repositories and as the building block
in the widely used BAM format [23]). Results for FPC are
shown for default “level” parameter 20 (simulation with
other values produced similar results). MS-Numpress
was run with the built-in MS-Numpress compression
option of the MSConvert GUI [24]. We selected the algo-
rithms numLin and numPic for the m/z and intensities,

respectively, as well as the zlib option, as they were found
to offer the best compression performance.
All experiments were run in a machine running CentOS

Linux version 7, with an Intel(R) Xeon(R) CPU E5-2698 v4
@ 2.20GHz and 512GB of RAM, except for FPC and MS-
Numpress, which were run in a ThinkPad T460s laptop
runningWindows with 64 bit operating system, Intel Core
i7-6600U CPU @ 2.60GHz, and 8GB memory1.
For the analysis, we randomly selected three exper-

iments from the MassIVE repository, and consid-
ered all mzXML files within them. The correspond-
ing MassIVE IDs are MSV000080896, MSV000080905
and MSV000081123, and they can be retrieved from
ftp://massive.ucsd.edu/ followed by the ID. These exper-
iments contain, respectively, 600MB, 4GB, and 400MB
worth of mzXML files. All selected files contain single-
precision (m/z)-intensity pairs, and hence we also selected
the raw files 110620_fract_scxB05, 121213_Phospho-
MRM_TiO2_discovery, and ADH_100126_mix used in
[16], in which the m/z-intensity pairs represent double-
precision values. Hereafter we refer to them as 110, 121
and ADH. Their corresponding raw size is 16.63MB,
508.63MB, and 538MB, respectively. Conversion from
mzXML to mzML format, as well as conversion of the
raw files to either mzXML or mzML format, was done
with MSConvert [24]. Finally, the selected data from the
MassIVE repository contain centroid data, double preci-
sion files 121 and ADH contain profile data, and file 110
contains both types.
Since FPC only works on numerical data, we first com-

pared the performance of MassComp to that of gzip and
FPC when applied only to the (m/z)-intensity pairs. MS-
Numpress is omitted in this experiment as we were unable
to run it solely on the numerical data. Table 1 shows the
results for 3 randomly selected files from each of the Mas-
sIVE experiments and the raw data after conversion to
the mzXML format (all presented sizes are expressed in
MBs). FPC only works on plain little-endian numerical
files, and hence the (m/z)-intensity pairs extracted from
the mzXML files were converted into the little-endian for-
mat prior to compression with FPC. No conversion is
made prior to compression with gzip andMassComp. The
results show that MassComp achieves the smallest com-
pressed size on the numerical data, offering space savings
ranging from 29% to 89%. This corresponds to an aver-
age improvement in compression ratio of 27% and 40%
when compared to gzip and FPC, respectively. Also, note
that FPC is outweighted by gzip in all tested data. This
may be due to the small number of pair elements found in
some of the scans, which may worsen the prediction per-
formed by FPC. For example, note that FPC obtains the
best compression ratio on double precision files 121 and
ADH, which both contain scans with tens of thousands
of pair elements, whereas the selected single precision

ftp://massive.ucsd.edu/
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Table 1 Results for FPC, gzip and MassComp when tested on the m/z-intensity pairs of some of the considered files, both in single and
double precision

mzXML Pairs FPC C.R. gzip C.R. MassComp C.R. Gain gzip Gain FPC

MSV000080896 (single-precision)

9122 25 18 17.71 1.61 12 33.33 9.4 47.78 21.67 46.92

9123 25 18 17.68 1.78 12 33.33 9.4 47.78 21.67 46.83

9124 25 18 17.97 0.17 13 27.78 9.5 47.22 26.92 47.13

MSV000080905 (single-precision)

54 7.1 4 3.84 4.00 3.7 7.50 2.8 30.00 24.32 27.08

05 7.7 4.4 3.71 15.68 4.1 6.82 3.1 29.55 24.39 16.44

07 9 4.7 4.48 4.68 4.3 8.51 3.2 31.91 25.58 28.57

MSV000081123 (single-precision)

neg42 11 5.1 4.91 3.73 4.5 11.76 3.5 31.37 22.22 28.72

pos75 6.7 3.6 3.43 4.72 3.2 11.11 2.5 30.56 21.88 27.11

tag71 3.9 1.7 1.51 11.18 1.5 11.76 1.1 35.29 26.67 27.15

Raw Data (double-precision)

110 69 50 41.56 16.88 21 58 11 78 47.62 73.53

121 2,500 1,900 1,257 33.84 986 48.11 856 54.95 13.18 31.90

ADH 1,900 1,500 1,082 27.85 320 78.67 154 89.73 51.88 85.77

Average single-precision

5.28 16.88 36.83 23.92 32.89

Average double-precision

26.19 61.59 74.23 37.56 63.73

Average all

10.51 28.06 46.18 27.33 40.60

All sizes are expressed in MBs. ColumnmzXML denotes the size of the mzXML file, whereas Pairs contains the size of only the numerical data (including possible padding bits).
Best results are highlighted in bold. C.R. denotes compression ratio, computed as 100 − compressed size ∗ 100/size of pairs. The gain of MassComp is computed as
1 − MassComp size/other size.

files contain generally scans with less than a thousand ele-
ments, leading to worse compression ratios. Recall also
that files 121 and ADH contain profile data, and hence are
more likely to have similar values in a consecutive order.
Similarly, note that MassComp also achieves the highest
compression ratios on the files containing profile data.

To further assess the benefits of MassComp, Table 2
shows the results of MassComp and gzip when applied
to the entire collection of files from the selected Mas-
sIVE experiments, and when considering the entire
files (i.e., not only the numerical data). MS-Numpress
is not included in this analysis as it only works on

Table 2 Results for gzip and MassComp when tested on whole mzXML

Num. Files Average mzXML gzip C.R. [std] MassComp C.R. [std] Gain gzip

MSV000080896 9 34 299 168 43.81 [0.39] 113 62.21 [0.94] 32.74

MSV000080905 514 8 4,100 2,500 39.02 [1.62] 1,800 56.10 [0.81] 28.00

Plate1 123 7.96 979 591 39.63 [1.33] 455 53.52 [0.74] 23.01

Plate2 132 8.33 1,100 633 42.45 [1.59] 486 55.82 [0.73] 23.22

Plate3 135 8.15 1,100 690 37.27 [1.61] 528 52.00 [0.84] 23.48

Plate4 124 8.06 999 608 39.14 [1.79] 467 53.25 [0.88] 23.19

MSV000081123 54 8 406 218 46.31 [3.01] 165 59.36 [1.90] 24.31

Average 43.05 [2.95] 59.22 [2.22] 28.35

Results show the total size of the compressed files when considering all mzXML files within each MassIVE experiment, as well as the compression ratio (denoted by C.R.). We
also included the standard deviation, denoted by std. The compression ratio and the gain of MassComp with respect to gzip is computed as in Table 1. Results for experiment
MSV000080905 are split into different Plates, as provided in the MassIVE repository, in addition to the overall performance. All sizes are expressed in MBs.
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mzML files. The mzXML files of MassIVE experiment
MSV000080905 are organized in 4 different folders,
namely Plate1, Plate2, Plate3 and Plate4, and hence we
also show the results for each of them individually. For
each experiment we also specify the number of files and
the average size of each of them (columns Num. Files and
Average, respectively). All sizes are expressed in MBs, and
the best results are highlighted in bold.We also specify the
compression ratio of each algorithm, as well as the gain of
MassComp with respect to gzip (these metrics are com-
puted in the same way as in Table 1). We observe that
MassComp consistently outperforms gzip on the tested
files, with compression gains ranging from 24 to 32%. The
performance of MassComp is also more consistent across
files of a given experiment, as indicated by the standard
deviation (only for experiment MSV000080896 this is not
the case, which corresponds to the one with the least
amount of files). In addition, MassComp offers on aver-
age space savings of almost 60%. For example, the space
needed to store MS data for experiment MSV000080905
is decreased from 4.1GB to 1.8GB, showing the potential
of MassComp to significantly reduce the footprint of MS
data.
Table 3 shows the compression and decompression

times of both gzip and MassComp when applied to
all mzXML files of the selected MassIVE experiments,
as well as to the double-precision data. As it can be
observed, the compression time of gzip and MassComp
is comparable. However, gzip is faster at decompres-
sion, since MassComp needs to reassemble the mzXML
files from the compressed data. For example, for exper-
iment 80896, MassComp and gzip employ 33 and 23
s for compression, respectively, whereas they employ 6
min and 4 s for decompression. In addition to the time
needed to reassemble the file, a significant amount of

Table 3 Compression and decompression times of gzip and
MassComp when applied to all mzXML files of the selected
MassIVE experiments, as well as the double-precision data

C.T. gzip D.T. gzip C.T. MassComp D.T. MassComp

MSV000080896 23 4 33 360

MSV000080905 241 47 359 3,980

Plate1 59 11 85 930

Plate2 59 12 90 990

Plate3 65 13 97 1,100

Plate4 58 11 87 960

MSV000081123 24 4 34 320

110 3.7 0.6 3.4 31

ADH 68 24 61 1670

121 132 27 101 1080

All times are expressed in seconds. Best performance is highlighted in bold

time (up to 50%) is spent in the arithmetic decoder
(see Methods section), and hence further optimization
of this step2 could greatly improve the decompression
speed. For reference, compression and decompression of
the numerical data with FPC takes less than 30 s, for
all tested files. Finally, the memory usage of MassComp
is less than 4GB in all cases, for both compression and
decompression.
Finally, in Table 4 we show the comparison of Mass-

Comp to MS-Numpress when applied to the same ran-
domly selected files of the MassIVE experiments shown
in Table 1, as well as to the double-precision data. Note
that a fair comparison is difficult to make, as MassComp
works on mzXML files, whereas MS-Numpress can only
be applied to mzML files. For this reason, we refrain
from highlighting the smallest sizes in bold. Neverthe-
less, for the double-precision data both the mzXML and
mzML files occupy a similar space, and hence we can
conclude that MS-Numpress provides better compression
performance in this case. For example, file ADH occupies
1.90GB in mzXML format and 1.96GB in mzML format,
and the compressed size ofMassComp andMS-Numpress
is 469MB versus 145MB, respectively. However, note that
MS-Numpress is lossy in this case, and hence the exact
numerical values can not be recovered.

Discussion
The above results demonstrate the benefits of designing
specialized compressor schemes tailored to the specific
data, in this case Mass Spectrometry data. In particular,
we have presentedMassComp, a lossless compressor opti-
mized for the m/z-intensity values that characterize MS
data. MassComp is able to reduce the sizes of the m/z-
intensity pairs by 37% and 74% on average, on single and
double precision data, respectively. In contrast, the gen-
eral compressor gzip achieves on average 28% reduction
in size, whereas the numerical compressor FPC attains on
average only 10% reduction. Note that even though single
MS files may be small, a single experiment generally pro-
duces several files, which can account for several tens of
GBs. Efficient compressed representations can therefore
alleviate storage requirements for MS data.
For ease of use, MassComp accepts mzXML files, and

compresses the remaining data (i.e., everything but the
pairs) using the general compressor gzip. One of the
drawbacks of MassComp in its current form is the decom-
pression times, which are higher than those of gzip. The
reasons are mainly the need of reassembling the mzXML
file and the use of a multi-symbol arithmetic encoder.
However, the running time could be greatly improved
by compressing and decompressing the m/z-intensity
pairs of each scan in parallel, as well as the metadata.
Other improvements in decompression times could come
from using a binary arithmetic encoder rather than a
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Table 4 Compression performance of MassComp and MS-Numpress, the latter run with numLin, numPic and zlib as it was found to
offer the best performance

File ID mzXML MassComp C.R. mzML MS-Numpress C.R.

MSV000080896

9122 25 11.64 53.44 53.85 21.84 59.44

9123 25 11.58 53.68 53.77 21.81 59.44

9124 25 11.72 53.12 54.53 22.07 59.53

MSV000080905

54 7.1 4.74 33.24 20.91 14.75 29.46

05 7.7 5.05 34.42 22.17 15.05 32.12

07 9 5.23 41.89 22.92 15.25 33.46

MSV000081123

neg42 11 7.045 35.95 34.46 25.73 25.33

pos75 6.7 4.568 31.82 20.34 14.21 30.14

TAG71 3.9 2.782 28.67 13.36 10.52 21.26

110 69 27.08 60.75 80.92 25.42∗ 68.59

121 2,500 1,104.93 55.80 2,587.45 307.07∗ 88.13

ADH 1,900 469.51 75.29 1,965.63 145.25∗ 92.61

*Lossy compression
Since MassComp works on mzXML files and MS-Numpress on mzML files, an exact comparison is not possible, and hence we refrain from highlighting the smallest
compressed sizes in bold. All sizes are expressed in MBs

multi-symbol one. This can be achieved by first bina-
rizing the symbols to be compressed, as done in video
coding standards by means of CABAC [25], for example
(note however that some loss in compression ratio may be
expected in this case). Another improvement could come
from incorporating the compression method of Mass-
Comp for the m/z-intensity pairs directly into the current
formats for storing MS data, that is, mzXML and mzML
files. Note that this would reduce the files by 46% on aver-
age (see Table 1). Then, downstream applications that use
the MS data could decompress each scan as needed.
Finally, note that MassComp is completely lossless,

in contrast to MS-Numpress that is lossy for double-
precision data. Future extensions of MassComp could
consider lossy options for these data. However, such an
extension should be accompanied by an exhaustive analy-
sis on how the loss in precisionmay affect the downstream
applications that use MS data in practice (see [16] for
some preliminary results on this regard). This analysis
should include several data sets and applications, as done
for the case of lossy compression of quality scores present
in genomic data [26]. Further work could also include sup-
port for random access of the pairs corresponding to the
different scans.

Conclusions
As a key technique for proteomics and metabolomics
analyses, mass spectrometry (MS) is widely used in biol-
ogy research. As a result, the amount of MS data has

significantly increased in recent years. For example, the
MS repository MassIVE contains more than 123TB of
data. Somehow surprisingly, these data are stored uncom-
pressed, hence incurring a significant storage cost. Effi-
cient representation of these data is therefore paramount
to lessen the burden of storage and facilitate its dissem-
ination. This has been the case in other omics datasets,
such as genomics, where there has been a growing interest
in designing specialized compressors for raw and aligned
genomic data (see [17] and references therein).
We have presented MassComp, a specialized lossless

compressor for MS data. MS data is mainly composed
of mass to charge ratio (m/z)-intensity pairs stored in
base64 format. These pairs correspond to floating-point
numerical data, which are generally difficult to compress.
Due to the different nature of m/z and intensity values,
MassComp employs different compression strategies for
each of them. We tested the performance of the pro-
posed algorithm on several datasets retrieved from the
MassIVE repository, as well as on some of the datasets
used in [16]. When tested only on the numerical pairs, we
show that MassComp outperforms both the general loss-
less compressor gzip and the numerical compressor FPC
in compression ratio. In particular, MassComp exhibits
up to 51 and 85% improvement when compared to gzip
and FPC, respectively. In addition, MassComp is able to
reduce the size of the pairs by 46% on average, in con-
trast to gzip and FPC, which on average reduce the sizes
by 28% and 10%, respectively. When tested on the whole
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mzXML files, MassComp showed a 28% improvement
with respect to gzip, and an average compression ratio
of 59%. Finally, MS-Numpress offers better compression
results for double-precision data, however the algorithm
is lossy, whereasMassComp is lossless, in that the data can
be recovered exactly.
These results demonstrate the potential of MassComp

to significantly reduce the footprint of MS data, and show
the benefits of designing specialized compression algo-
rithms tailored to MS data. MassComp is an addition to
the family of omics compression algorithms designed to
lessen the storage burden and facilitate the exchange and
dissemination of omics data.

Methods
MassComp is a specialized lossless compressor for MS
data. In particular, MassComp is optimized to compress
the (m/z)-intensity pairs, and applies the general lossless
compressor gzip to the remaining data. In its current for-
mat, MassComp accepts as input mzXML files. However,
note that various conversion software are available to con-
vert between the mzML and mzXML formats [24, 27],
and hence the proposed algorithm MassComp can be
potentially applied tomzML files as well. Furthermore, the
(m/z)-intensity pairs data is equivalent in both formats,
and hence the proposed compression method could be
applied seamlessly after extraction of these pairs.
Due to the different nature of the mass to charge (m/z)

ratios and the ion count (intensity) values, MassComp
uses different compression strategies for each of them.
Thus MassComp first extracts the (m/z)-intensity pairs
from the available scans, and after decoding the base64
data, separates the pairs into m/z and intensity, and
encodes each category individually. In the following we
describe each of the strategies employed by the proposed
algorithmMassComp in more detail.

Base64 decoding
MassComp decodes the base64 symbols of the (m/z)-
intensity pairs and expresses each value in the IEEE 754
standard for single- or double-precision floating-point
format. For each file, MassComp automatically detects the
adequate precision, specified in the peaks precision.

For single-precision, each symbol in the IEEE 754 stan-
dard occupies 4 bytes (32 bits) in computer memory, and
it is able to represent a wide dynamic range of values by
using a floating point, with 6 to 9 significant decimal dig-
its precision. Specifically, the first bit is a sign bit, followed
by an exponent width of 8 bits and a significand precision
(fraction) of 23 bits. See Fig. 2 for an example. For double-
precision, the format occupies 8 bytes (64 bits) instead,
with 1 bit for the sign, 11 bits for the exponent, and 52 for
the fraction.
The compression of the mass-to-charge ratios and ion

counts (intensities) differ slightly for single and double
precision. In the following we first focus on single preci-
sion, and then show how the methods are extended for
double precision.

Mass-to-charge ratio (m/z) compression
Single-precision: In most cases, ion scan is sequential,
leading to m/z values that are smooth and confined,
and always monotonically increasing. MassComp takes
advantage of this and implements a variation of delta
encoding for them. In particular, MassComp first converts
each IEEE 754 standard single-precision floating-point
value into its equivalent hexadecimal representation (cor-
responding to 8 hexadecimal symbols). Differences of
adjacent values are then calculated for each digit. Derived
from the smoothness of mass-to-charge ratio values, the
computed differences contain many zeros at front. The
length of the front zeros is encoded by means of an
arithmetic encoder. The output of the arithmetic encoder
together with the remaining non-zero parts of the differ-
ence are written to the output. Due to the uniformity of
the non-zero parts no further compression is applied to
them. This process is depicted in Fig. 3.
The number of (m/z)-intensity pairs varies greatly from

scan to scan, ranging from a few pairs to several thou-
sands of them. To account for those scans with fewer
pairs, the employed arithmetic encoder is not adaptive
and hence the symbol frequencies are first computed
and stored in the output. Note that an adaptive scheme
needs to compress several values before it can learn the
statistics of the data, and thus it may perform poorly in
these cases.

Fig. 2 Example for representing value 0.15625 in the IEEE 754 standard. The value can be computed from the binary representation as:

(−1)b31
(
1 + ∑23

i=1 b23−i2−i
)
2(e−127) , with e = ∑7

i=0 b23+i2i
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Fig. 3 Schematic of the encoding performed by the proposed algorithm MassComp for the compression of the mass-to-charge (m/z) ratio values

The decompressor interprets encoded mass-to-charge
ratios by zero-padding the front zeros of its differ-
ences and adding the previous decompressed hexadecimal
values.
Double-precision: The method used to compress the

m/z values in double-precision format is very similar to
the single precision case. However, some modifications
are needed, as in the double-precision format the corre-
sponding hexadecimal representation occupies 16 sym-
bols instead. We observe that in this case, when taking the
difference between adjancent values, several zeros appear
in the last positions. Hence in addition to the front-zeros,
we also encode the number of back-zeros with an arith-
metic encoder. The remaining of the method remains the
same.

Intensity (ion count) compression
Single-precision: Unlike the mass to charge ratio values,
intensity values are not smooth and increasing, mak-
ing them more difficult to compress efficiently. However,
these data are generated by mass spectrometers, which
have a limitation of range. As discussed above, the first
9 bits in the single-precision IEEE 754 floating-point for-
mat correspond to the sign and exponent, and thus they

are very likely to be the same across different intensity
values. Furthermore, due to the finite precision of the
mass spectrometer, bits from last positions (i.e., bits corre-
sponding to the fraction) sometimes also share similarity
with previous values.
Hence, we developed a compression method based on

“match” compression for the single-precision floating-
point intensity values. Briefly, MassComp first looks for
a perfect match of several predefined bits of the cur-
rent value with previously compressed ones. If a match
is found, a pointer indicating the position to the previous
value is stored, together with the residual (i.e., the non-
matching bits). If a match is not found, the pointer is set
to zero and the unmatched data is stored.
Initially, MassComp inspects the first 50 intensity val-

ues and decides searching a perfect match for the first
8 bits only, or the first 8 bits together with the last 16.
This decision is done adaptively for each scan, and it is
based on the number of matches found for each case (i.e.,
the one with more matches is selected). Hence, for each
scan, once the selection is made, it is applied to all inten-
sity values belonging to that scan. Note, however, that the
decision may vary from scan to scan. Though the first 9
bits are the sign bit and the exponent, MassComp only
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searches for a match in the first 8 bits to achieve a bal-
ance between compression ratio and speed. The base64
intensity values are first converted to hexadecimal, and
thus it is more efficient to implement the searching algo-
rithm in an integer number of hexadecimal symbols (and
hence multiple of 4 bits). In addition, working and oper-
ating with bytes is more efficient. The match is sought
within the last 15 compressed intensity values, and thus
the pointer can take values in {0, 1, . . . , 15}. Recall that 0
is reserved to indicate no match. To summarize, inten-
sity values are encoded in three blocks: pointers, residuals,
and unmatched data. The pointers are further compressed
with an arithmetic encoder. Figure 4 shows an example
of the described method to compress the intensity values.
All experimental designed choices, such as inspecting the
first 50 intensity values, deciding on a match for the first
8 bits or also the last 16, as well as looking for a match to
only the previous 15 values, were decided based on sim-
ulations, as these were found to offer the best trade-off
between compression performance and speed.
Decompression works as follows. MassComp first reads

the pointer, which indicates whether a matched to a
previous value was found or not. If the pointer is zero,
the decompressor extracts 32 bits from the unmatched
binary block. If the pointer is non-zero, the correspond-
ing previously decoded value is found and the matched
bits extracted. These bits are then combined with the
residual bits (i.e., the non matching bits extracted from
the residual block) to reconstruct the intensity value.

Double-precision: Recall that each intensity values
in double-precision is expressed with 16 hexadecimal
symbols. The method employed to compress these values
is similar to that of the single-precision format. However,
in this case we look for a match of either the first 8 bits or
the first 8 bits together with the last 32 bits. The pointers,
residuals, and unmatched data are then encoded in the
same way as in the single precision version.

Implementation details:
MassComp is implemented in C++, and works in Win-
dows and Linux. The code is freely available for download
at https://github.com/iochoa/MassComp. The input file
to MassComp is an mzXML file, but we also provide
scripts to facilitate the compression and decompression of
several mzXML files within a directory.
To parse the original mzXML file and reconstruct it

from the compressed data, MassComp uses the C++ XML
parser TinyXML-2 [28]. After parsing the file, the m/z-
intensity pairs are effectively compressed and the output
stored in a binary file. The remainingmetadata is stored in
another file, and the two files are then further compressed
with the general lossless compressor algorithm gzip. At
the time of decompression these two files are extracted,
and after decoding of the m/z-intensity pairs from the
binary file, the original mzXML file is reconstructed. Both
the encoder and decoder detect the precision of the m/z-
intensity pairs automatically, and use the single or double
precision method described above accordingly.

Fig. 4 Schematic of the method employed by MassComp to compress the intensity values

https://github.com/iochoa/MassComp
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Availability and Requirements
Project name: MassComp
Project home page: https://github.com/iochoa/MassComp
Operating system(s): Linux and Windows
Programming language: C++
Other requirements: no
License: none
Any restrictions to use by non-academics: no

Endnotes
1MSConvert GUI only supports Windows, and running

FPC on Linux produced the same results.
2 This is out of the scope of this paper but will be

considered in future versions of the algorithm. See the
Discussion section for details.

Abbreviations
m/z: Mass to charge ratio; MS: Mass spectrometry; XML: eXtensible markup
language
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